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Abstract

This paper addresses the problem of distribufing a
task over a collection of homogeneous mobile robots.
In contrasi to hierarchical methods, which assign a
leadership hierarchy and a priori roles to different
robots, our appmucg attempis to detect and utilize the
run-time group dynamics within the robot collective.

We apply a distribuled control approach both on the
level of the individual robof and on the level of the
colony. This choice involves a number of tradeoffs.
The complezity of a traditional centralized planner is
replaced by the complezily of inter-robol and inter-
behavior dynamics. We ezplore methods for not only
overcoming interference but utilizing those dynmamics
to achieve super-linear improvements in task perfor-
mance.

We report the resulis of lesting this architecture on
a collection of homogeneous mobile robots. The robots
were tested on a number of tasks with a series of more
intelligent and efficient local control strategies.

1 Introduction

This work explores a number of problems in design-
ing task-achieving systems of homogeneous interacting
robots. Regardless of the choice o% the control strat-
egy, the problem of programming a collection of robots
is at lenst as complex as programming an individual
robot. However, the existence of multiple robots can
be used to produce simpler control strategies for more
robust individual and global behavior.

Our approach is inspired by two very different influ-
ences: engineering and biclogy. From the engineering
perspective, the problem of distributing a task over a
population of mobile robots is far from being solved.
Although many simulations have been implemented,
very few experiments have been conducted on physi-
cal robots. In contrast, social systems have been ex-
tensively studied in biology. Much is known about
the efficiency, if not the mechanisms, of insect colonies
which achieve complex behaviors in complete absence
of centralized control, global world models, or direct
communication [Franks 89].

[Beni and Wang 88] define the behavior of a cal-
lection of robots or “swarm intelligence” as “the inter-
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play of computation and dynamics.” It is precisely the
goal of this work to explore that interplay and deter
mine how to best, and most simply, design the compe-
tational component in order to take most advantage
of the dynamics. To that end we apply a vanely o
simple control models to a population of homogeneous
mobile robots performing a range of tasks. In this p&-
per we describe a series of such inc;emmta]ly more
powerful local approaches to controlling & population
of simple, goal-driven mobile robots.

2 Related Work

In order to explore the strengths and limitations
of distributed control applied to interacting behavior-
based systems, our robots use minimal world mode]::i
and no planning. In contrast, work of [Caloud et
90], which applies a traditional planner-based control
architecture, and that of [Noreils 90], which explores
a centralized approach to multi-robot task allocation
and control, complements our own.

On the other end of the spectrum, [Steels 80] de-
scribes & simulation of simple robots using the prin-
ciples of self organization to perform a gathering tsk
much like those we are experimenting with. [Brooks,
Maes, Mataric, and Moore 90 report 8 sel of
simulations in a similar task domain, with a fully de-
centralized collection of non-communicating robats. |
91) presents results with a group of simulated robois
using the same behavior-based control paradigm &
employed in our work. One of the main differences
is his use of global communication in the form of la
eral behavior inhibition among robots. In cpnl.raal,
our robots must rely only on the locally perceived ex-
istence of other robots.

In the same vane, [Deneubourg and Gosi W}
and [Goss 90] have successfully experimented will
real and simulated ant colonies and examined the
role of simple control rules and limited communics:
tion in producing trail formation and task shann
[Hogeweg and Hesper 85] and subsequent wor
also report on a variety of simulations of s:!np]: ol-
ganisms producing complex behaviors emerging from
simple interactions.




3 Global vs. Local Control

From a global point of view, a collection of robots
tan be viewed as a single system with each of the
whots representing a part of the global state. Within
iliz state space, obstacles are not finely categorized,
gnce their interactions with the robot are simple and
miform. In contrast, the existence of other intelli-
gent robots in the environment significantly expands
the global state space. Specifically, in a multi-robot
gystem, the global state space is the power set of the
itate space of each of the robots, making the prob-
ltm of global on-line planning intractable for any non-
tivially sized robot population.

Trading global for local information effectively
E‘Iﬂues the state space [Agre and Champan 90],
[Mataric 80]. Local approaches cut down on searc
lime, but suffer from myopia: the inability to pre-
fict cycles, oscillations, and local minima. Since these
problems can only be completely eliminated with com-
putationally expensive gﬂ:bal strategies, most solu-
lions derive some compromise [Arkin 87], [Firby
87, [Noreils and Chatila 89], etc.

Ultimately, the task determines the key constraints
m the amount of local versus global information
nteded for control. In general, tasks requiring opti-
mization of some global resource, such as time, s :
md energy, require a global view. In the multiple
whot domain, explicit cooperation is needed for joint
thject transportation or moving in formation, and
fimilar inherently global pursuits. In this work we
tonsider tasks which fall into the local control end of
li¢ spectrum. Specifically, they require no explicit co-
tperation, and can be performed by a single robot.
The goal is to design sirategies for distributing such
iusks over & collection of homogeneous robots in order
lo take advantage of their multitude.

Overcoming interference is the first goal in con-
ioling a multi-robot system. A task performance
ieedup linear in the number of robots implies that
Mz systemn has reached the break-even poini, where
tich of the robots is individually performing as well
it were alone. Qur experiments show that interfer-
faee is a predictable and critical influence in multi-
mhot control, and achieving linear improvement in
prormance is non-trivial. However, a more inter-
aling super-linear improvement in efficiency can be
ahieved not only by attempting to overcome the ef-
Iits of robot interactions, but by explicitly exploiting
liem to speed up the system. In the next section we
tescribe experiments illustrating both of these effects.

Experimental Setup
Qur experimental set up consists of twenty physi-
illy identical mobile robots. Each robot is a 12"-long
im-wheeled vehicle, equipped with a two-pronged
fiklift gripper for picking up, carrying, and stacking
ks (figure 1). For this purpose, the forklift con-
lains six infra-red (IR) sensors: two pointing forward
detecting and aligning onto pucks within 12 inches
ihe sensors, two break-beam sensors for detecting
puck within the “jaw” and “throat” of the gripper,
two down-pointing sensors for aligning the grip-
over pucks and stacking them. The chassis is also
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Figure 1: Each of the robots is a 12"-long four-wheeled
base equipped with a gripper, and a radio transmitter
and receiver for communication and data collection.

equipped with piego-electric bump sensors on each side
and two on the back (figure 2). Finally, each robot
uses an on-board radio transmitier and receiver.

The system includes a central radio station consist-
inﬁ of two units transmitting radio and ultra sound
pulses for triangulating the position of each of the
robots. The radio stations are used for data gathering
by recording the robots’ position over time, as well
as for implementing a variety of virtual sensors, such
as the “another robot” sensor we used in a number
of experiments. The radio information can be used
to transmit messages between robots, or to broadeast
them locally or globally, thus allowing for iesting a
variety of communication parameters. In this paper,
we will describe experiments using the radios solely
for determining the proximity of others based on their
triangulated position.

The computational resources of each of the robots
include an on-board Motorola 6BHC11 processors and
a shared memory bus. All experiments are run fully
antonomously with all of the processing and power on
board. The robots are programmed in the Behavior
Language, an extension of the subsumption architee-
ture [Brooks 91)].

The sensors and the radios allow the robots to ex-
plore the environment, find different pucks and dis-
tingunish them by size, pick them up, carry them, and
stack them. We are using these basic abilities in a
number of experiments including gathering the robots
in a specific location (homing), spreading them evenly
over a large area, collecting and sortinﬁ pucks, and
constructing and moving structures. This paper de-
scribes collective homing experiments,
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Figure 2: Each of the robots is equipped with piezo-
electric bump sensors on each side and two on the rear
of the chassis, and six infra-red sensors on the fork lift.
Two forward-pointing IRs are located at the ends of
the forks, two break beam IRs in the jaw and throat of
the fork, and one down-pointing IR for stacking pucks
in the middle of each of the fork arms.

5 Distributed Control for a Dis-

tributed Population
We designed and tested a progression of control
strategies for homing in order to compare the amount
of information and the type of strategies required for
making the system robust and increasingly more effi-
cient.

6.1 The Simplest Case: Ignorant Coexis-
tence

We first consider the case in which each of the
robots in the population is programmed as if it were
the only existing robot in the environment. All per-
ceivable objects in the environment are classified into
two categories: task-related objecis, and obstacles. In
our experiment the goal of the robots was to reach a
particular region of space, and all objects, including
other robots, were considered obstacles. Formally:

The state of the system as a whole is described by
a set of tuples § = (T1,T%,...,Ty) where the tuple
T; = (=, y,f) describes the state of the ith robot.

The system has reached the goal when all of the
robots have reached the goal. The goal of a robot is
defined as reaching a particular range of (z,y) pairs.
Thus, the goal of the system is a set of tuples G =
(71, ..., Ten) such that Vm(2iarger —€) < 2 < (Trarger +
‘) and {ytd.fgst ) E:' =y= (yfl-ffl't + f}*

Locally, each robot maintains two additional bits of
siate: weather it detects an obstacle on its left and for
on its right. Thus, a robot’s local state is a fuple L =
(z,u,0,1,r) whose value is used for motion control.

All of the robots are programmed with an identi-
cal set of simple reactive ru%es for avoiding obstacles

detected by infra-red and bump sensors. The four-
wheeled bases are non-holonomic, and have no way of
directly sensing heading other than through position
integration. Thus, the robots derive their direction
dynamically as they are moving, and use it to servo
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Figure 3: This figure illustrates the individual robot's
performance in the homing task over 8 trials with dif
ferent initial positions and orientations. The goal re-
gion is at (20,30) with e = £10. The shown scalein
in inches. The control strategy consists of servoing fo
ihe desired heading and moving forward, except in the
presence of obstacles.

toward the desired heading pointing in the direction
of the goal r=gion.

The robots’ control strategy continuously servos la
the desired heading and moves the robot forward us-
til it reaches the goal region. A robot moves back-
wards only if the difference between its current and
desired heading is large (greater than 90 degrees) orif
it detects an obstacle with one or both of its forwand
pointing IRs.

In the absence of obstacles, the commanded motion
decreases the difference to the goal region. If obsts-
cles are present, the robot may have to perform an
arbitrarily long sequence of moves in order to avaid
them. By a simple probabilistic argument, the more
robots are present the more obstacles each robot will
encounter. Consequently, the more robots there as
in the environment, the slower each of them will bein
reaching the goal region, i.e. the longer it will takefat
the system as a whole to converge.

Bobot density, in terms of its size relative to the
available space, is a key component in predicling is-
terference. If the available space and the goal regian
are both large, interference can be eliminated and the
problem reduces to single robot homing, A roughmes
sure of interference probability (Pr) can be obtained
from the ratio of the total surface covered by all of the
robots (i.e. the product of the number of robotsasd
their footprints) and the entire workspace. This mes-
sure can be further formalized by taking into account
the robot’s velocity and the range of the roboi’s s
sors, but even in its simple form 1t shows that in mest
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environments the probability of interference is high.
Our experiments, using both physical robots and
wo types of simulations (with both holonomie and
pn-holonomic bases) empirically supported the in-
uitive notion that coordinated social interaction, at
ast at the level of avoidance protocols, is necessary
n order to overcome the interference problem. We
ested an individual robot’s performance in reaching
he goal from wvarious initial positions and orienta-
fions, in an environment with no obstacles and with
ome static obstacles. In the zero-cbstacle environ-
ient the robot performed consistently over all (> 20)
rials and reached the goal region successfully (see fig-
e 3). In the presence of static obstacles, the robot's
performance declined with the number of obstacles it
fncountered, but it reached the goal in all trials in
hich the goal was reachable (a total of seven trials).
Next we gradually introduced more identically pro-
rammed robots into the same environment and ob-
rved the expected steady decline in the individual
ind global performance. Each of the robots spent in-
easingly more time avoiding the others and less pur-
ug the goal. In the next section we describe a simple
nidance protocol which decreases the consequences

if interference.
2 The Second Case: Informed Coexis-
tence

In this version of the problem, the robots have the
bility to sense each other, i.e. to discriminate be-
een two types of objects in the world: obstacles and
ler robots. In terms of complexity, this new “sen-
" can greatly expand the state space. In the sim-
flest case, the sensor adds a single bit of local state:
= (2,9,0,1,7,0). However, if the robots can detect
¢ position and orientation of others, and perhaps
eir i.lt:lllvl:n‘t.it:,r as well, the space quickly becomes in-
nctable.
We explored the following scenario: the robots
ld detect the presence of others within a forward-
inting cone with a 12 inch radius. The “another
ot” sensor was implemented by using the global
Bitioning system, but the robots were only given the
il information, i.e. a single bit denoting the pres-
e or absence of another robot. Using this new bit
slate, we implemented the following interference-
mimizing avoidance protocol:

W If the robot detects another robot in its way, it
stops and waits some fixed period p.

# If, after p, another robot is still present, the robot
turns left and proceeds forward.

be first part of the rule takes care of collisions
en robots on orthogonal or near-orthogonal tra-
iories relative to each other, since only one of the
ot's will detect the other and stop. There are no
bilities for cyeles since the passing robot does not
ect the one that stops and waits. The second part
e rule takes care of the cases in which the robots
beading toward each other. It makes sure that the
bescape any infinite waiting cycles.
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It is important to note that the range of the “an-
other robot™ sensor is larger than that of the obstacle
avoiding sensors which make the robot back up. Con-
sequently, the “social avoidance™ behavior is triggered
before the obstacle avoiding reflex, and the robot gets
out of congestion in most cases. If, however, two or
more robots still get in each other’s way, the basic
obstacle avoidance forces them to back up and turn,
thus heading them away from each other. Although
in theory a provably correct solution to resolving traf-
fic problems involves complex algorithms (e.g. [Wang
89]) we found that the problem did not arise in experi-
ments with physical robots. The asynchronous nature
of the control system, together with unavoidable sen-
sor noise and control errors, eliminated the possibility
of infinite oscillations and broke any undesirable sym-
metries in robot behavior.

We tested the effectiveness of this protocol in both
types of simulations as well as with the physical robot
population. The results demonstrated that this sim-
ple local protocol is sufficiently powerful to, on this
particular task, keep the robot interference from elim-
inating the collective benefits. Not surprisingly, the
collective system takes longer to converge than does
the single robot case. However, we hope to show that
in the case of a task involving a global resource, such
as puck gathering, this simple social avoidance proto-
col is sufficient to break even between the benefits of
distributing the task and the problems of interference.

5.3 The Third Case: Intelligent Coexis-
tence

The robots’ ability to distinguish other robots from
the rest of the world provides information sufficient
for overcoming interference. Once able to detect each
other locally, the robots can employ simple mecha-
nism for handling congestion and collision, thus im-
proving the efficiency of the system as a whole up to
the break-even point. In this section, we explore a
simple method for further improving the performance
by actively taking advantage of the interaction.

In addition to using the “another robot” informa-
tion for collision avoidance, we expanded the robots’
capabilities to include detecting others not only within
the forward-pointing cone, but anywhere within a 36-
inch radius. Thus each robot had a measure of the
local population density and the population gradient.
Inspired by both simulation resulis [Reynolds 8T
and biclogical data [Partridge 82], we experimente
with the utility of local density information on the
global behavior of the population. In an elegant simu-
lation, [Reynolds 87| shows how a combination of a
simple attractive and repulsive behaviors can result in
complex and robust flocking and obstacle avoiding be-
haviors. Along the same lines, [Arkin 02] presents a
simple scheme for controlling a collection of simulated
robots.

The intuition behind our approach is similar: local
density information allows the robots to balance their
behavior between two extremes: collision and isola-
tion. A configuration in which the robots are not likely
to collide is desirable, as it minimizes the probability
of interference, and decreases the need for avoidance







