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1 ABSTRACT

Our work focuses on local, decentralized sensing and behavior strategies for controlling a collection of twenty mobile
robots. Each of the robots is equipped with a suite of simple sensors: infra-red, radio, and bump sensors, and
programmed with a collection of interacting behaviors, based on the distributed style of the subsumption architecture.
The goal of this work is to taxonomize a set of basic collective behaviors, as well as identify simple control sirategies
for producing them, in order to use them as building block for more complex behaviors.

2 INTRODUCTION

Distributed, behavior-based architectures present an alternative to centralized, planner-based approaches to control.
The work described in this paper focuses on applying distributed control to the multi-agent domain. Specifically, we
will describe an approach to controlling a collection of goal-driven autonomous agents situated in the real world and
collectively executing a task without the use of a global coordinator.

3 DISTRIBUTED APPROACHES TO CONTROL

Situated, real-time systems spend the majority of their resources obtaining and processing sensory data. In planner-
based systems, where a centralized reasoner combines all of the sensory inputs, the integration problem requires the
integration all of the available information into a global model, i.e. sensor fusion [2]. Methods have ranged from simple
potential field computations [10, 4] to Kalman filters [3, §].

In contrast, behavior-based systems have no centralized controller, so there is no place in which all of the different
inputs are merged into a single model. In contrast to a plan, the behavior of such systems is the observed manifestation
of the interaction of the constituent modules and the world. Purely reactive strategies [4, 16, 1, 11] and behavior-based
strategies are often confused in the literature. While behavior-based systems embody some of the properties of reactive
systems, and may contain reactive components, their computation allows more extensive use of state. These systems
may use arbitrary forms of internal representations and perform computations on them in order to decide what effector
action to take [13]. Additionally, a common property of behavior-based systems is their distributed nature; they consist
of a collection of parallel, concurrently executing behaviors devoid of a centralized arbiter or reasoner.

A number of robotic systems demonstrate the distributed approach to control [6, 7, 9, 15]. As an alternative to
“fusing” the sensory data, various subsets of the sensors may be combined in task-specific behaviors. For example,
arm position and hand contents together can determine if a robot should head home [7], or lateral sonar data and a
compass reading can produce the direction to turn in [15]. In general, a small number of perceptual filters are combined
and coupled directly to an action. Given a potentially large number of such actions, the challenge in behavior-based
systems is in the design of the arbitrating action selection mechanism [11, 5].

In the majority of behavior-based systems the solution to the arbitration problem is a built-in, fixed control hierarchy
imposing a priority ordering on the behaviors. It ensures that only one of the behaviors can have control over the




actuators, and that control is always appropriated to the behavior with the highest priority within the given context
In contrast to such hard-wired control methods, more flexible solutions have been suggested. Many of those are based
an selecting an action by computing a multivariable function implicitly encoded in behavior activation levels. By
spreading activation throughout the behavior networks and using carefully chosen thresholds for triggering actions,
action selection can be tuned and even learned [12, 5].

Finding arbitration mechanisms suitable for systems with large numbers of behaviors is one of the most difficult
and important issues in distributed, behavior-based control. Our work encounters this problem from the perspective
of distributing the task over a number of physical robots. In addition to arbitrating between behaviors, the control
strategy must handle interactions between physical robots as well.

4 MULTI-AGENT CONTROL

The problem of controlling a collection of agents can be viewed at two levels: 1) the individual agent level, and 2) the
collective level, The levels are interdependent as the design of one is strongly influenced by the other.

In the planner-based paradigm, extending from a single to a multi-agent problem results in expanding the global
state space. Within this approach, a collection of agents is a single system with each of the agents representing a
part of the global state. However, the global state space is, in the worst case, exponential in the number of agents.
Additionally, the uncertainty in perceiving the state grows with the increased complexity of the environment. This
exponential growth of the planning space can make the problem of global on-line planning intractable for any nen-
trivially sized collection of agents. Further, centralized planning requires communication between the agents and the
controller, but the bandwidth requirements grow with the number of agents. Consequently, traditional planner-based
architectures for control do not appear well suited for problems involving more than a small number of agents, in
particular robots requiring real-time response based on uncertain sensory information.

In contrast, scaling the behavior-based approach from controlling a single to controlling a collection of agents can be
performed without adding a global controller. Each of the agents in the system is programmed with a behavior-based
control strategy, executing local task-related rules and relying only on local sensing and communication. Since all
control in such a multi-agent system is local, it scales well with increased numbers of agents. However, it requires a
thorough understanding of the global consequences of the local interactions between the agents.

In the next sections we describe how to simplify the control a collection of agents by taking advantage of their
homogeneity and by using a principled approach to taxonomizing collective behaviors.

5 IMPLICATIONS OF AGENT HOMOGENEITY

In a fully distributed approach to controlling of a collection of agents, the individual and collective levels of control
are conflated into one., Each robot is programmed with a local strategy which, when interacting with other robots,
produces the desired global behavior. Qur work focuses on designing coherent goal-driven global behaviors from simple
local strategies distributed over a collection of homogeneous autonomous agents.

5.1 Homogeneity and Predictability

Agents are homogeneous if they are situated in the same world, embodied with similar dynamics ' and are executing
identical control programs. Homogeneity has some important implications.

The fact that all agents are identical makes their behavior predictable. This predictability can be used explicitly,
allowing agents to infer other agent’s actions and use that information to make individual decisions. In contrast, the
predictability can be used implicitly, to simplify the control of the individual agents. Our work focuses on the latter
approach

Homogeneity allows for leaving much of the information about the world implicit. Although the agents in our work
do not project any expectations about other agents’ behavior, the way they decide what to do implicitly takes into

1%While the dynamics of simulated agents can be made identical, those of physical robots often vary enough to significantly
effect their collective behavior,




agcount jt]furmaticlm about t.lhe other agents. (For example, if all agents use a protocal of turning left, they need not
perform computation to decide their action, nor bother with consequences of the possible actions of others. )

Homogeneity implies that agentshave no hidden goals. Our work does not deal with the agents’ underlying moti-

vations, the possibility of cheating and competition. The agents are assumed to have a set of common, similar or at
least overlapping goals.

Besides predictability, homogeneity increases the robustness of the system as a whole. Since all agents are identical,
they are interchangeable. Failure of any one or more agents should not seriously affect the system, since no specific
agent or group of agents is critical for the accomplishment of the task. A reduced number of agents may slow down
the system’s performance but it does not disable it. To preserve this robustness, no specific roles, such as leaders
and followers, are designated a priori. Local, replaceable leaders may emerge in various situations for different tasks,
however. While the basic software of all of the agents is initially uniform, it may change over time, based on individual
conditions, adaptation and learning.

Taking advantage of homogeneity depends on a critical property: the agents must be able to recognize other agents
of the same kind. The ability to categorize the perceptible objects in the world into at least two classes: “others like
me” and “everything else” is a necessary condilion for intelligent collective behavior. With this ability, which is innate
and ubiquitous in nature, even the simplest of rules can produce purposive collective behavior.

While the ability to discriminate is necessary, the necessity of any other abilities is determined by the task. One of
the goals of our work is to determine the conditions sufficient for designing intelligent collective behavior for particular
classes of tasks.

5.2 Communication and Cooperation

Our work focuses on collective behavior without explicit cooperation between agents. We define explicit cooperation
as a set of interactions between agents which involve exchanging information or performing actions in order to help
other agents achieve their goals. In contrast, implicil cooperation consists of actions that are a part of the agent's own
goal-achieving behavior, although they may have effects in the world that help other agents achieve their goals.

Our approach relies on implicit cooperation which takes place through the world rather than through one-to-one
communication. All communication is based on sensing the external state of nearby agents. Consequently, agents
affect one another only by means of their observable state and actions.

6 EXPERIMENTAL ENVIRONMENTS

Since observation is the primary methodology for validating theories about behavior, it is important to separate the
effects of the experimental environment from those intrinsic to the behavior being observed. In order to isolate the
effects of different experimental worlds from those inherent in the task, we use two very different environments, a
simulation of a multi-agent system, and a collection of twenty physical mobile robots.

The simulation environment allows for modeling a simplified version of the physics of the world and the agents’
sensors and dynamics. The simulator is useful for testing out behaviors which are then implemented on physical
robots. Although it is difficult to directly transfer form a simulation to the physical world, the simulator is useful
for eliminating infeasible control strategies at an early stage, as well as for testing vastly larger numbers of agents,
performing many more experiments, and varying parameter values. However, the main purpose of the simulation
environment is not as a testbed for developing strategies for physical robots. Rather, it is used for observing and
comparing phenomena to those observed with the physical robots.

One of the motivations for using the simulated environment is to isolate any observable inconsistencies between the
physical and the simulated worlds. The differences between the two are not well understood. It is difficult to determine
what features of the real work must be retained in a simulation and what can be abstracted away. By testing systems in
the physical world as well the effects that arise as artifacts of simulation can be isolated [5]. Because of the sensitivity
of physical systems to various parameters, it is difficult to transfer any general conclusions from simulation studies into
specific physical worlds. However, it is certainly possible to observe various phenomena common to both the simulated
and physical worlds, and analyze their significance and effects, as we hope to do in this work.

The other experimental environment consists of a collection of twenty physically identical mobile robots. Each robot




Figure 1: Each of the robots is a 12”-long four-
pucks, and a radio transceiver for int

with piezo-electric bump sensors, and infra-red collision and puck detection sensors.

wheeled base with a forklift for picking up, carrying, and stacking

er-robot communication and data collection. Each of the robots is also equipped

is a 12"-long four-wheeled vehicle, equipped with piezo-electric bump sensors, infra-red collision and puck detection
sensors, and a two-pronged forklift gripper for picking up, carrying, and stacking pucks (figure 1).

The robots are also equipped with radio transmitters and receivers for triangulating their position and exchanging
data. The radio system is used for data gathering, as well as for simulating additional sensors. In particular, radios
are used to distinguish robots from other objects in the environment, an ability which cannot be implemented with
the on-board IR sensors. The flexibility of the radio system allows for testing a variety of communication parameters.

All robot experiments are run fully autonomously with all of the processing and power on board. The robots are
programmed in the Behavior Language, a parallel programming language based on the subsumption architecture [5].

7 STRATEGIES

We have implemented a number of basic collective behaviors using a fully distributed approach based on simple
interactions between robots. Interactions need not be complex to generate complex results. This work is concentrated
on the simplest, most basic types of interaction, and their global consequences. One of the main goals is to develop
and taxonomize a set of basic behaviors that will serve as a repertoire from which complex collective behaviors are
formed. In experiments to date we have demonstrated the following behaviors:




Collision Avoidance the ability of an agent to avoid colliding with anything in the
world. Twao distinct strategies can be devised; one for other agents
of the same kind, and another for everything else that the robot
might perceive.

Following the ability to stay behind or along side of another agent without
colliding,
Dispersion the ability of a group of agents to spread out over an area in order

to establish and maintain some predetermined separation.

Apgregation the ability of a group of agents to gather in order to establish
and maintain some predetermined separation. This behavior is
an inverse of dispersion.

Homing the ability of one or a group of agents to reach a goal region or
location.
Flocking the ability of a group of agents to move as a coherent aggregate

without prespecified leaders and followers.

In the reminder of this section we give brief descriptions of the implementations of these basic behaviors. The details
of the exact implementation, as well as the experimental data, are given in [14].

Based on the ability to recognize other robots, collision avoidance is implemented with two distinct strategies, one for
avoiding collisions with other robots, and the other for avoiding everything else (1.e. generic). Finding a guaranteed
general-purpose collision avoidance strategy for an agent situated in a dynamic world is difficult, and the problem
can become intractable in a multi-agent domain. However, since the agents are identical, a very simple, symmetric
avoldance strategy can be employed.

The strategies for avoiding static obstacles and following objects are duals of each other, since both are implemented
using the identical sensors on the robots (i.e. the two infra-red sensors on the forks), The behavior which turns a
robot safely away from an object, when reversed, turns it toward an object. If that object is moving, the robot follows
it.

Agents in a multi-agent environment must balance goal-directed behavior against interference from obstacles and
other agents. A robust dispersion behavior is an important part of the collective hehavior repertoire. In our work,
it s implemented as an extension of the generic collision avoidance. While collision avoidance uses the presence of
a single agent, dispersion relies on the distribution of the local density (i.e. the locations of other agents within the
range of the robot’s sensors) in order to decide in which direction to move. The algorithm computes the local centroid
to determine where most of the nearby agents are, and then moves away from that direction.

We also tested a number of dispersion algorithms in the simulated environment. As in the physical implementation,
all of the approaches were based on detecting the position of the nearest agents. However, the simulation allowed for
using more precise information, such as the computation of the nearest neighbors to the agent, and the angle between
them. The most successful algorithm, in terms of fast and reliable convergence, computed the angle of the nearest
two robots and turned away from it. This algorithm was effective in simulation but does not transfer to the available
physical robots due to their sensing limitations.

Figures 2 and 3 illustrate simulated dispersion. Figure 2 shows an initial state in which all of the agents are crowded
in one part of the available free space. Figure 3 shows the final state in which the agents have dispersed over the space.
In the shown experiment, the personal space of the agent was equal to the agent’s diameter. The number of agents
was chosen to be high enough so as to make the dispersion problem difficult due to crowding.

Aggregation is implemented as a direct inverse of dispersion, using the identical measure of density of nearby agents.

Homing was implemented based on a simple greedy strategy which continuously serves the robot toward the goal.
Figure 4 illustrates the homing behavior of five robots.
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the robots is high enough to make the dispersion problem difficult.

Figure 2: The initial state of a dispersion experiment. Personal space of the agent equals its diameter. The density of
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Figure 3: The final state of a dispersion experiment.
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Figure 4: This figure illustrates the homing behavior of five robots. Started in an arbitrary initial configuration, four
of the robots reached the home region within 100 seconds, and the fifth joined them 30 seconds later.
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Figure 5: This figure shows the flocking behavior of five robots. One of the robots diverges, without affecting the
behavior of the others. It loses sight of the flock before it is able to recover and rejoin it. The trails shown the last 20
moves of each robot.







