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Abstract

An architecture is presented in which distributed task- to reason about the system’s own intentions and goals.
achieving modules, obehaviors cooperatively determina Hierarchical approaches allow slower abstract reasoning at

mobile robot's path by voting for each of various possible o higher levels and faster numerical computations at the
actions. An arbiter then perforneemmand fusioand selects

that action which best satisfies the prioritized goals of the OWer levels, thus allowing varying trade-offs between
system, as expressed by these votes, without the need toresponsiveness and optimality as appropriate at each level
average commands. Command fusion allows multiple goals (Payton, 1986; Albus, McCain and Lumia, 1987). While
and constraints to be considered simultaneously. Examples of sych an approach provides aspects of both deliberative
!mplemented systems are given, and future research dlrectlonsplanning and reactive control, the top-down nature of
in command fusion are discussed. . . .
hierarchical structures tends to overly restrict the lower

Keywords: mobile robots, distributed architecture, behaviors, levels (Payton, Rosenblatt and Keirsey, 1990). In
voting, arbitration, command fusion hierarchical architectures, each layer controls the layer
beneath it and assumes that its commands will be executed
as expected. Since expectations are not always met, there is a
need to monitor the progress of desired actions and to report
In order to function in unstructured, unknown, or dynamicfailures as they occur (Simmons, Lin and Fedor, 1990). In an
environments, a mobile robot must be able to perceive itgnstructured, unknown, or dynamic environment, this
surroundings and generate actions that are appropriate fapproach introduces complexities and inefficiencies which
that environment and for the goals of the robotic systencould be avoided if higher level modules participated in the
Mobile robots need to combine information from severaldecision-making process without assuming that their
different sources. For example, the CMU Navlab vehiclegommands will be strictly followed.
are equipped with sensors such as video cameras, laser rangRather than imposing a top-down structure to achieve this
finders, sonars, and inertial navigation systems, which ardesired symbiosis of deliberative and reactive elements, the
variously used by subsystems that follow roads, track path&istributed Architecture for Mobile Navigation takes an
avoid obstacles and rough terrain, seek goals, and perforapproach where multiple modules concurrently share control
teleoperation. Because the raw sensor data and the interdithe robot by sending votes to be combined rather than
representations used by these subsystems tend to vamymmands to be selected and executed (Rosenblatt, 1995;
widely, especially when these modules have been develop&bsenblatt and Thorpe, 1995).
independently, combining them into one coherent system The Distributed Architecture for Mobile Navigation has
which combines all their capabilities has proven to be verpeen successfully used to integrate the various subsystems
difficult. mentioned above, thus providing systems that perform tasks

To function effectively, an architectural framework for such as road following, cross-country navigation, and
these sensing and reasoning processes must be imposedeleoperation while avoiding obstacles and meeting mission
provide a structure with which the system may be developeabjectives. In addition to its use on the CMU Navlab
tested, debugged, and understood. However, the architectwehicles, DAMN has also been used at Martin Marietta,
should serve as an aid, not a burden, in the integration éfughes Research Labs, and the Georgia Institute of
modules that have been developed independently, so it muBéchnology.
not be overly restrictive. It must allow for purposeful goal-
oriented behavior yet retain the ability to respond to N .
potentially dangergus situations in yreal-timep while The DIStrIbl'Jted Arphltgcture for
maintaining enough speed to be useful. Mobile Navigation

The earliest Wor_k in r_obot control architecture_s attempteghgjiperative planning and reactive control
to reason by manipulating abstract symbols using only purg,ortant for mobile robot navigation; when used
logic (Nilsson, 1984). The limitations of this top-down Al g5 priately, each complements the other and compensates
approach led to a new generation of architectures designedgly (e other's deficiencies. Reactive components provide

a bo'ftom-up fashion to provide greater reactivity t0 th&ne pasic capabilities which enable the robot to achieve low-
robot’s surroundings, but sacrificed generality and the abilityg, e| tasks without injury to itself or its environment, while
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deliberative components provide the ability to achievewhile an attempt is made to keep the perception and
higher-level goals and to avoid mistakes which could lead tplanning components of a behavior as simple as possible
inefficiencies or even mission failure. But rather thanwithout sacrificing dependability, they can and often do
imposing an hierarchical structure to achieve this symbiosisnpaintain internal representations of the world. Brooks
the Distributed Architecture for Mobile Navigation (DAMN) (1993) has argued that “the world is its own best model”,
takes an approach where multiple modules concurrentliput this assumes that the vehicle’s sensors and the
share control of the robot. In order to achieve this, a schenmadgorithms which process them can not benefit from
is used where each module votes for or against variowsvidence combination between consecutive scenes. In
alternatives in the command space based on geometieldition, disallowing the use of internal representations
reasoning, without regard for the level of planning involved.requires that all environmental features of immediate
Figurel shows the organization of the DAMN interest be visible to the vehicle sensors at all times; thus
architecture, in which individual behaviors such as roadidding unnecessary constraints and reducing the flexibility
following or obstacle avoidance send votes to the commanaf the overall vehicle system
arbitration module; these inputs are combined and the The DAMN architecture is designed to provide the basic
resulting command is sent to the vehicle controller. Eaclapabilities essential to any mobile robot systentjrst
action-producing module, dyehavior is responsible foa  level of competenci the parlance of the Subsumption
particular aspect of vehicle control or for achieving soméArchitecture. In DAMN, this consists of safety behaviors
particular task; it operates asynchronously and in paralleihich limit turn and speed to avoid vehicle tip-over or
with other behaviors, sending its outputs to the arbiter awheel slippage, obstacle avoidance behaviors to prevent
whatever rate is appropriate for that particular function. Eachollisions, as well as various auxiliary behaviors (see
behavior is assigned a weight reflecting its relative priorityDAMN Behaviorssection). As new functions are needed,
in controlling the vehicle. A mode manager may also be useadditional behaviors can be added to the system without
to vary these weights during the course of a mission based amy need for modification to the previously included
knowledge of which behaviors would be most relevant antbehaviors, thus preserving their established functionality.
reliable in a given situation. Since both deliberative and reflexive modules are
DAMN is a behavior-based architecture similar in someneeded, DAMN is designed so that behaviors can issue
regards to reactive systems such as the Subsumptimotes at any rate; for example, one behavior may operate
Architecture (Brooks, 1986). In contrast to more traditionakeflexively at 10 Hz, another may maintain some local
centralized Al planners that build a centralized world modeinformation and operate at 1 Hz, while yet another module
and plan an optimal path through it, a behavior-basedhay plan optimal paths in a global map and issue votes at
architecture consists of specialized task-achieving modules rate of 0.1 Hz. The use of distributed shared control
that operate independently and are responsible for @nly allows multiple levels of planning to be used in decision-
very narrow portion of vehicle control, thus avoiding themaking without the need for an hierarchical structure.
need for sensor fusion. A distributed architecture has severdlowever, higher-level reasoning modules may still exert
advantages over a centralized one, including greateneta-level control within DAMN by modifying the voting
reactivity, flexibility, and robustness (Payton, Rosenblattweights assigned to behaviors and thus controlling the
and Keirsey, 1990). However, one important distinctiondegree to which each behavior may influence the system’s
between this system and purely reactive systems is thatecision-making process and thus the robot’s actions.
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Figure 1: Overall structure of DAMN.



Command Fusion changed dynamically (Payton, 1986). In (Maes, 1991),
) ] ) ) behavior selection is achieved via activation and inhibition
Centralized, blackboard, and hierarchical architecturegys in what is effectively a winner-take-all network.
perform sensor fusion in order to construct a coherent world |, these architectures, the satisfaction of multiple, possibly
model which is then used for planning actions. ThiSconhflicting goals is achieved by having one behavior's
approach has the advantage of being able to combine daigmmands completely override another's. While this is an
from previous quld models tq overcome ambiguities anty¢factive scheme  for choosing among incompatible
noise inherent in the sensing process, but has th&mmands, it does not provide an adequate means for
disadvantage of creating a computationally expensiv@eajing with multiple goals that can and should be satisfied
sensory bottleneck - all sensor data must be collected angh,jraneously. This inability to compromise stems from the
integrated before it can be acted upon. Furthermorgyct that priority-based arbitration of commands masks all of
information from disparate sources such as maps, sonar, afjl, knowledge within each individual behavior that was used
video, are generally not amenable to combination within 4 yeach its decision. In the process of selecting a command,
single representational framework that is suitable folepayiors may weigh several alternatives before making its
planning such dissimilar tasks as following roads anq,simate choice. In other behaviors, it may be more natural to
avoiding obstacles, and a single monolithic world model igperely rule out certain inappropriate actions rather than
also more difficult to develop, maintain, and extend. selecting a desirable one, yet their only means of expression
In contrast, behavior-based arch_ltectures do not need {9 , completely suppress or inhibit the outputs of other
create a central world model; instead, the perceptugfgnayviors. A compromise between behaviors cannot be
processing is distributed across multiple independentcpieyed in such an all-or-nothing scenario; whenever one
modules. Each behavior requires only fragmentanpenayior's output is inhibited by another, the information

knowledge of the world and receives exclusively that,q knowledge represented by that behavior is completely
sensory data which is directly relevant to its particulafyg; 1o the system (Rosenblatt and Payton, 1989).
decision-making needs, so there is no need to fuse all '

available data into a single coherent world model. Based on
this input, each behavior then produces a desired action, and DAMN Arbiters

the system must use these independently produced Outpljtslrtl()order to allow multiple considerations to affect vehicle
control the robot.

actions concurrently, DAMN uses a scheme where each

B_y gpproprlately fusing behavior commands throug!hbehavior votes for or against each of a set of possible vehicle
arbitration, a robot control system can respond to itS

environment without suffering the problems inherent inactlons (Rosenblatt and Payton, 1989). An arbiter then

) . ; gerforms command fusiorto select the most appropriate
sensor fusion. Instead of performing sensor fusion, thé .
. : . action. Although all votes must pass through the command
system must combine command inputs to determine an. . oo . i
. : arbiter before an action is taken, the function provided by the
appropriate course of action. R : .
arbiter is fairly simple and does not represent the centralized
bottleneck of more traditional systems. While the Motor
Schema framework (Arkin, 1987) also offers a means of
In a distributed architecture, it is necessary to decide whicfusing commands from multiple behaviors, it suffers from
behaviors should be controlling the vehicle at any giverthe well known problem of locahinima in potential fields.
time. In some architectures, this is achieved by having\nother, perhaps more serious problem, is that arbitration
priorities assigned to each behavior; of all the behaviorgia vector addition can result in a command which is not
issuing commands, the one with the highest priority is irsatisfactory to any of the contributing behaviors. DAMN
control and the rest are ignored. In the Subsumptiomarbiters do not average commands, but rather select the
Architecture (Brooks, 1986), this prioritization is implicit in command which has the most votes from the behaviors.
the wiring of behavior modules; a higher-level behavior can
override the output of a lower-level behavior via anTurn Arbiter

inhibition link. In the Gapps architecture (Rosenschein an(fln the case of the turn arbiter, each behavior generates a vote

Kaelbling, 1986), such priorities are compiled ing : :
) : . ; . between -1 and +1 for every possible steering command,
mediator which combines inputs from the behaviors through : . : : o
: ; . . . with negative votes being against and positive votesafor
a combinatorial logic circuit which yields the system output

. : . . . " particular command optiofthe arbiter collects the new
as in the Subsumption Architecture, behaviors consist .
- . . __votes from each behavior that has sent them, and performs a
finite state automata. The lowest level of the hierarchical

architecture developed at the Hughes Research Labs alggrmallzed weighted sum to find the turn command with the

) o - .~ “maximum vote value. In order to avoid problems with
consists of a similar distributed control mechanisa;

centralized blackboard is used for arbitration anddlscretlzanon such as biasing and “bang-bang control” (i.e.,

S o o alternating between discrete values in order to achieve an
communications purposes; priorities are explicit and can bg . . .
Ihtermediate value), the arbiter performs sub-pixel

Priority-Based Command Selection



interpolation. This is done by first convolving the votes withfrom the coupling of the importance that the vehicle head in

a Gaussian mask to smooth the values and then selecting #heertain direction to the speed that the vehicle travels in that

command option with the highest resulting value. A paraboldirection; these are independent in general.

is then fit to that value and the ones on either side, and theAn entirely separate DAMN speed arbiter with its own set

peak of the parabola is used as the command to be issuedofoassociated behaviors has now been developed. Thus, the

the controller. This is similar to defuzzification in Fuzzy turn behaviors can vote for turn commands without concern

Logic systems (Zadeh, 1973; Lee, 1990; Kamada, Naoi artthat the absolute magnitude of their votes will affect vehicle

Goto, 1990); indeed an architecture has been implementepeed. At present each speed behavior votes for the largest

which recasts DAMN into a Fuzzy Logic framework (Yen speed possible which meets that behavior's constraints, and

and Pfluger, 1992). the arbiter simply chooses the minimum of those maxima, so
The arbitration process used in DAMN is illustrated inthat all speed constraints are satisfied.

Figure 2, where: (a and b) the votes from behaviors are

received, (c) a weighted sum of those votes is computed, rfeield of Regard Arbiter

(d), the summed vqtes are smoothed and mterpolate_d }Qﬁeld of regard arbiter and its associated behaviors have
produce the resulting command sent to the vehicle

also been recently implemented and used for the control of a
controller. . ) :
pair of stereo cameras on a panftilt platform. Behaviors vote
for different possible field of regard polygons (the camera
field of view mapped on to the ground plane); the arbiter
maintains a local map of these votes and transforms them as
the vehicle moves. At each iteration, these votes are mapped
into a pan-tilt space, and then smoothed and interpolated as

a) Behavior 1, weight 0.8, desired curvature = 0.04

-0.125 0 +0.125 described above. FigeiB shows the votes for field of regard
polygons generated by an behavior which votes against
b) Behavior 2, weight = 0, desired curvature = 0.0 looking in the direction of known obstacles since travelling

in that direction is impossible. Behaviors also vote based on
considerations such as looking toward the goal and looking
at a region contiguous to already mapped areas. The darkest

.0.125 0 +0.125 polygon in the figure corresponds to the pan and tilt angles
selected by the arbiter.

¢) Weighted Sum, max vote curvature = 0

-0.125 0 +0.125

d) Smoothed and Interpolat peak curvature=0.033

|||1| |I m | || Figure 3: Field of regard voting and arbitration

-0.125 0 +0.125 DAMN Behaviors

Figure 2:Command fusion process Within the framework of DAMN, behaviors must be

defined to provide the task-specific knowledge for
) controlling the vehicle. Each behavior runs completely
Speed Arbiter independently and asynchronously, providing votes to the

The emphasis in the research thus far has been in commaiditer each at its own rate and according to its own time
fusion for the control of vehicle Steering; until recenﬂy theconstraints. The arbiter periodically sums all the latest votes
commanded speed was decided in a very simplistic fashidfom each behavior and issues commands to the vehicle
based upon the commanded turn radius. The user-specifié@ntroller.

maximum vehicle speed was multiplied by the normalized )

weighted sum for the chosen turn radius; the result was theafety Behaviors

speed command issued. This is s_lmllar to the method used {0 p5sic need for any mobile robot system is the ability to

Motor Schemas where the magnitude of the resultant vectgg,iq sjtuations hazardous to itself or to other objects in its
determines the speed of the vehicle. Both methods sufffironment. Therefore, an important part of DAMN is its



“first level of competence” (Brooks, 1986), which consistswhere h is the ratio of the distance between the vehicle’s
of behaviors designed to provide vehicle safety. In contrastenter of gravity (c.g.) and the wheels to the c.g. hegpist,
to priority-based architectures which only allow onethe acceleration due to gravity, ahds the vehicle roll with
behavior to be effective at any given moment, the structureespect to the gravity vector. Likewise, for a given vehicle
of DAMN and its arbitration scheme allow the function of turn curvature, the maximum velocity is:
these safety behaviors to be preserved as additional levels of |+ (h xg >xosr) + g xsinr |192

n = Min|=
competence are added. max K

Obstacle AvoidanceThe most important behavior in the Similar copstramts can be .|mp.osed on vehicle “”T‘ rad|us
and speed in order to avoid tire slippage. The limit on

context of vehicle safety is tl@@bstacle Avoidanckehavior. . -
s : o . curvature for slippage is:
In order to decide in which directions the vehicle may safely N +(as <i
travel, this behavior receives a list of current obstacles in +k = (mxg cosr)+(g>sinr)
. . max 2
vehicle-centered coordinates and evaluates each of the n
possible command options, as illustrated in FegurThe wheremis the dynamic coefficient of friction between the
source of these obstacles may be intraversable regions tie and the terrain, and for speed:
terrain determined by range image processing or stereo (mxg >osr ) + (g xsinr )|192
.. . . +n = —
vision, by sonar detection of objects above the ground plane, max K

or any other means of obstacle detection as appropriate to thel_WO behaviorsLimit Turn andLimit Speedsend votes to
current task and environment (Daily et al, 1986; Langer

Rosenblatt and Hebert, 1994). the arbiter that |mplement these constraints, voting against
commands that violate them.
STRAIGHT

SOFT SOFT i
SoET AHEAD & RIGHT Road Following
‘ B Once vehicle safety has been assured by the obstacle
HARD HARD avoidance and dynamic constraint behaviors, it is desirable
LEFT B RIGHT to add additional behaviors that provide the system with the

ability to achieve the tasks for which it is intended, such as
road following; one of the behaviors that have been
" implemented within DAMN to provide this function is

Figure 4: Arc evaluation in Obstacle Avoidance behavior ALVINN.

The ALVINN road following system is an artificial neural

If a trajectory is completely free of any obstacles, such agetwork that is trained, using backpropagation, to associate
the Straight Ahead or Hard Right turns shown in Fégur  preprocessed low resolution input images with the
then the obstacle avoidance behavior votes for tl'ave”ingppropriate output Steering commands (Pomer|eau’ 1992) In
along that arc. If an obstacle lies in the path of a trajectorythe case of ALVINN, creating a behavior that independently
the behavior votes against that arc, with the magnitude of th&/aluated each arc was relatively straightforward. The units
penalty proportional to the distance from the obstacle. Thu%f the neural network’s Output |ayer each represent an
the Obstacle Avoidancebehavior votes more strongly evaluation of a particular turn command, with the layer
against those turns that would result in an immediate impaﬂtained to produce Gaussian curves centered about those
(Hard Left in the figure) and votes less strongly against thosgirns that would follow the road ahead. These units are
turns which would only result in a collision after travelling 5|mp|y resamp|ed to the DAMN Voting command space,
several meters (Soft Right). In order to avoid bringing thesing a Gaussian of the appropriate width. This process is
vehicle unnecessarily close to an obstacle, the behavior algpistrated in Figue 5.
votes against those arcs that result in a near miss (Soft Left),

although the evaluation is not as unfavorable as for those DAMN TURN COMMANDS
trajectories leading to a direct collision. 0000000000000000000000000

A
Vehicle DynamicsAnother vital aspect of vehicle safety is J\
insuring that the commanded speed and turn stay within the .
dynamic constraints of the vehicle as it travels over varying 0000000000000
terrain conditions. The most important of these constraints is NUTPUT LAYE
the one that insures that the vehicle will not tip over. Given a IDDICE)N %NITS
velocity of magnituden, the maximum positive and negative d00000000000000
curvatureX to avoid tip-over would be: ALVINN INPUT ~ LAYER
ikmax - % (hxg cosr)+g>sinr Figure 5: Resampling of ALVINN output layer

n2



Goal-Directed Behaviors The Internalized Plans (Payton, 1990) approach ases

. . ) detailed map to perform an A* search from the goal(s) back
Another_ important level of functlonallty that_ should__be toward the start point to create a “Gradient Field” towards
present in any general purpose robotic system is the ability Re goal. The type and slope of the terrain, among other

reach certain destinations using whatever global informatioghctors is used to estimate the cost of traversal between grid
is available. While the low-level behaviors operate at a higf& A

e t ot dt e functi h glls. During run-time, the grid cell containing the current
rate to ensure safety and 1o provide Tunctions such as rog@p;cie jocation is identified, and the Gradient Field pointers
following and cross-country navigation, high-level

behavi ; based bol e followed forward to the poifd’ in Figure 6; the desired
ehaviors are free to process map-based or sym OH:eading to reach the goal is that from the current locagion

information at a slower rate, and periodically issue votes 1% G’ and a series of votes with its peak at that value is sent
the arbiter that guide the robot towards the current goal. the’ turn arbiter

. . . The D* planner (Stentz, 1993) also creates a grid with
SubgoalsThe Goal Seekingehavior is one way 10 provide “backpointers” that represent information on how best to

this capability. This simple behavior directs the Vehidereach the goal from any location in the map. The map may

toward a series of goal points specified in global COord'n‘f’lteiﬁitially contain no information, but is created incrementally

either by the user (Langer, Rosenblatt and Hebert, 1994) %5 new information becomes available during the execution

by a map-based planner (Keirsey, Payton and Rosenbla a mission, and the arc traversal costs and backpointers are

1988). The desired turn radius is transformed into a series_ Bhdated to reflect this new knowledge. The resulting global

votes by applying a Gaussian whose pea_k Is at the dest n is integrated into DAMN as a behavior by determining,
turn radius and which tapers off as the difference betwe r each possible turn command, the weighof reaching

this turn radius and a prospective turn command increases. e goal from a point along that arc a fixed distance ahead
goal is considered satisfied once the vehicle enters a circ e squares designated collectively S5in Figure 7). If
centered at the goal location; then the next goal is pursue - . '

90z 9 P axandw, are the maximum and minimum valueswgf
Because of errors in goal placement and accumulated erro&%n the vote for each turn command is determined as:
in vehicle positioning, a goal point may not be reachable. Fo : .

. P 'ng, a goa’ point may max— W)/ (Wax— W) - In the case that a point S

this reason, an ellipse is defined with the current goal and tq not represented on the grid, or if the goal cannot be

subsequent goal as foci; if the vehicle enters this ellipse, t 8ached from it. then the vote for that arc is set to -1
current goal is abandoned and the next one becomes the ' '

current goal instead, thus allowing progress to continue. @

Dynamic Programming Some more sophisticated map- \ /
based planning techniques have also been integrated and - \ ’L /

used within the DAMN framework. These planners use {S}

dynamic programming techniques based on the A* search

algorithm (Nilsson, 1980) to determine an optimal global

path. However, an important point is that they do not hand a @

plan down to a lower level planner for execution, but rather gigyre 7: D* behavior estimates goal distance for each arc
maintain an internal representation that allows them to

participate directly in the control of the vehicle based on itSreIeoperation

current state. A* yields a set of pointers within the map grid . . . . )
that point toward the goal, as depicted by the small arrows if€l€operation is another possible mode in which a robotic

Figure 6. During execution, this grid may be indexed by theSYStém may need to operate. The STRIPE teleoperation
current vehicle position to yield a path towards the goapySteém (Kay and Thorpe, 1993) provides a graphical user

which is optimal based on the information available in thdnterface allowing a human operator to designate waypoints
map at that time. for the vehicle by selecting points on a video image and

projecting them on to the surface on which the vehicle is

travelling. STRIPE then fits a spline to these points and uses

4 pure pursuit to track the path. When used in isolation, it

— e simply sends a steering command to the controller; when

- X —> —> used as a DAMN behavior, it sends a set of votes
"

representing a Gaussian centered on the desired command.
This allows the dynamic constraints and obstacle avoidance
behaviors to be used in conjunction with STRIPE so that the

Figure 6: Following Gradient Field to determine safety of the vehicle is still assured.
intermediate goal heading



Auxiliary Behaviors soft right, and allowing the other turns as acceptable, with

. - . . soft left being the most favorable.
Various other auxiliary behaviors that do not achieve g

particular task but issue votes for secondary considerations HARD SOFT STRAIGHT SOFT HARD
may also be run. These include theve Straightbehavior, LEFT LEET AHEAD RIGHT RIGHT
which simply favors going in whatever direction the vehicle
is already heading at any given instant, in order to avoid
sudden and unnecessary turns; and Rkh&intain Turn
behavior, which votes against turning in directions opposite
to the currently commanded turn, and which helps to avoid
unnecessary oscillations in steering, thellow Heading
behavior which tries to keep the vehicle pointed in a constant
direction, as well as various behaviors which allow user
input to affect the choice of vehicle turn and speed
commands.

OBSTACLE

GOAL
AVOIDANCE SEEKING
BEHAVIOR BEHAVIOR

Figure 8: Command fusion in DAMN

Because avoiding obstacles is more important than taking
the shortest path to the goal, the obstacle avoidance behavior
The voting strengths, or weights, of each behavior arés assigned a higher weight than the goal seeking behavior,
specified by the user, and are then normalized by the arbitas indicated by the thicker arrows in the diagram. The arbiter
so that their sum equals 1. Because only the relative valuéisen computes a weighted sum of the votes it has received
are important, and because the magnitude of each behaviofftem each behavior, and the command choice with the
votes vary according to their importance, DAMN is fairly highest value is selected and issued to the vehicle controller.
insensitive to the values of these weights and the system this case a soft left turn would be executed, since its
performs well without a need to tweak these parameters. Fareighted sum is the greatest, thus avoiding any obstacles
example, theDbstacle Avoidancéehavior has been run in while still more or less moving toward the goal. The
conjunction with theSeek Goalbehaviors with relative favorableness of the selected turn command may also used to
weights of 0.75 and 0.25, respectively, and with weights ofletermine vehicle speed, so that, for example, the vehicle
0.9 and 0.1, and in both cases has successfully reached goatsuld slow down if a command is issued which will take the
while avoiding obstacles. vehicle too far from the path to the goal point. Another
The vote weights of each behavior can also be modified bgossibility is to have a separate speed arbiter that would
messages sent to the arbiter from a mode manager moduletdteive commands from behaviors that, given the current
can reconfigure the weights according to whatever top-dowwehicle radius, determine the maximum speed that would
planning considerations it may have, and potentially couldatisfy their objectives.
use bottom-up information about the effectiveness and
relevance of a behavior (Payton et al., 1993). Different .
modes of operation that exclude some behaviors can be Experimental Results

constructed by setting the weights those behaviors ® 0. For the experiment described here, the system was
Mode Manager was developed at the Hughes Research Lagsnfigured with two behaviorsQbstacle Avoidancend
to be used with DAMN for this purpose, and at CMUGoal Seeking which were described in the DAMN
Annotated Maps were integrated with DAMN to provide thisBehaviors section. The Turn Arbiter combined the votes
capability (Thorpe et al, 1991). from these two behaviors and issued a new steering
As a simple example to illustrate the manner in whichcommand every 100ms. The goal points were on average
votes are issued and arbitrated within DAMN, consider tha00 meters apart and ti@oal Seekingoehavior switched
case in Figw8 where two behaviors are active, onegoals whenever it came within eight meters of the current
responsible for obstacle avoidance and the other for gogdrget goal point. The weights were 0.8 and 0.2 for the
seeking (only five turn options are shown for simplicity). Obstacle Avoidance and Goal Seeking behavios,
The magnitude of a vote is indicated by the size of a circleespectively. The obstacle weight was large relative to the
with a large unfilled circle representing a vote of +1, a larggjoal weight to reflect the fact that avoiding obstacles is
striped circle a value of -1, and a small circle a value near @enerally considered to be more important than approaching
Thus, the goal-seeking behavior is voting most strongly ifthe goal at any given moment. The maximum vehicle speed
favor proceeding straight and less favorably for a soft lefiyas 2 meters/second in this experiment. A more detailed

turn, and voting against hard left or any right turns; thejescription of the experimental system can be found in
obstacle avoidance behavior is voting against a hard left @ranger, Rosenblatt and Hebert (1994).

Combining Behavior Votes
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Figure 9 illustrates the way the DAMN arbiter combined votes are still at a maximum for a left turn because of the
outputs from the behaviors. The first section of the figuregreater weight of the obstacle avoidance behavior's votes,
shows the path of the vehicle as it travels around a set ahd so the arbiter continues to steer the vehicle well clear of
obstacle points, and the distribution of votes for each of ththe obstacles.
behaviors and for the arbiter along that path. The horizontal By the time the vehicle has reached pdntit is just
axis is time, with the total length of the sequence being 3passing the obstacles, so that the obstacle avoidance
seconds. For each module, the vertical axis is the set of tub®havior is now only disallowing extreme right or left turns
choices from a hard left to a hard right turn. The votes werbecause of field of view constraints. The goal behavior is
sampled every 200ms for display purposes. The votes armw able to have more influence over the chosen turn
displayed as shaded pixels, with the brightest pixelglirection, and a right turn is now executed so that the desired
corresponding to the highest possible vote of 1.0 and theshicle heading is restored. Note that between p&rdad
black pixels corresponding to the lowest possible vote of D, there is a transition period where the turn radius chosen
1.0. In addition to the raw votes from the arbiter, the figureby the arbiter is neither the hard left favored by the obstacle
shows an enhanced display of the arbiter’s distribution ofivoidance behavior nor the medium right favored by the goal
votes, obtained by normalizing the pixel values using théehavior. Instead, as turns other than hard left become
actual minimum and maximum values at each time sloacceptable to the obstacle avoidance behavior, and as the
instead of the extreme possible values. The enhanced arbitlistribution of votes from the goal behavior shift further to
display is included to facilitate the visual interpretation ofthe right, the vehicle is commanded to make ever softer left
the vote distribution only and was not used for driving theurns, and eventually turns to the right. As can be seen in the
vehicle. In addition to the vote distribution, Fig@ also  graph of the commanded turn radius in Feirrather than
includes a graph of the commanded turn radius over timgbruptly switching modes from avoiding obstacles to
the commanded turning radius is derived from the maximunfollowing a heading, the transition proceeds smoothly and
of the vote distribution of the arbiter, as described in thesteadily as the situation gradually changes.

Turn Arbitersection. Finally, at pointE, the vehicle has completely cleared the

Five points of interest along the vehicle path, labeled as Abstacles and they are no longer in the local map, so that the
through E, are shown in greater detail by the five graphs thabtes from the obstacle avoidance behavior are mostly +1.
follow in Figure9. Each graph depicts the votes issued foiThe goal behavior now dominates completely and a right
each turn choice by the obstacle avoidance and go#lirn is commanded. Through the interaction of the avoid
behaviors, as well as the weighted sum of these votes abstacles and goal behaviors, the vehicle was thus able to
computed by the arbiter. The horizontal axis of each grapbuccessfully circumvent an obstacle and regain its desired
shows the possible turn radius choices encoded from 48eading. This simple experiment shows that the arbiter
meters for hard left to +8 meters for hard right (curvature andombines the preferred commands from different behaviors
turn radius are multiplicative inverses). The sequence of fiven an efficient and natural way.
points selected is typical of a path around a single obstacle.

At point A, the obstacle is first reported and the obstacle
avoidance behavior generates high votes for turning left to Future Work
go around the obstacle, and inhibits right turns with negative DAMN has proven to be very effective as an architecture
votes, as shown by the solid line in the graph. At the samghich greatly facilitates the integration of a wide variety of
time, the goal behavior's vote distribution is relatively flatdifferent vehicle navigation subsystems; however, as
around the straight direction since the vehicle is currentlhAMN is used for increasingly complex tasks where many
headed in the desired direction; this is shown by the dashehaviors may be issuing votes concurrently, there will be a
line. Because of the small relative weight of the goalreater need to have the semantics of the voting process
behavior, the combined vote distribution in the arbiterdefined more carefully. By explicitly representing and
shown as a thicker solid line, is dominated by the votegeasoning about uncertainty within the decision-making

received from the obstacle avoidance behavior; a left turn isrocesses, a system can be created whose effects are well-
therefore commanded. At poiBf{ the obstacle is still close defined and well-behaved.

to the vehicle and the votes distributions are similar to the we have decided to pursue utility theory as a means of

ones atA, thus maintaining the vehicle to the left of the defining the semantics of the voting and arbitration
obstacle. processes. Because we are attempting to decide which
At point C, the obstacle avoidance behavior is still votingamong a set of possible actions to take, it is natural to make
in favor of a sharp left turn, but the votes for the softer lefjudgments on the usefulness of each action based on its
turns is now not as low as it wasAbr B, since the vehicle consequences. If we assign a utility meaduife) for each

is now clearing the obstacles. At the same time, the gogossible consequence of an action, thenettiected utility
behavior is starting to shift its votes towards turning right infor an actiora is:
order to bring the vehicle back to the target. The summed



U(a) = é U(c) xP(c| a, e) levels of competence have been implemented in DAMN thus
; far, as shown in Figerl0. These levels of competence are

where P(cda,e) is the probability distribution of the convenient for describing the incremental manner in which
consequence configuration, conditioned upon selecting the system’s capabilities evolve; however, it is important to
actiona and observing evidenae(Pearl, 1988). Thus, if we note that all behaviors co-exist at the same level of planning.
can define these utilities and probabilities, we can then applyhe importance of a behavior’s decisions is reflected by the
the Maximum Expected UtilityMEU) criterion to select the weighting factor for its votes, and is in no way affected by
optimal action based on our current information. the level of competence in which it is described.

If utility theory is to be applied to the problem of evidence
combination and action selection for mobile navigation
tasks, a means for defining the utility functions must be GOALS
provided. Behaviors are defined in order to achieve some

task, so it is fair to assume that there must be at least an Subgoals
implicit measure of “goodness” or utility with respect to that Gradient Fields
task. For example, an obstacle avoidance behavior’s task is ACTION D*

to maximize distance to obstacles, so that the distance from

the vehicle to the nearest obstacle could be used as a measure Road Following

of goodness. Likewise, proximity to the current goal could Cross-Country

be used for the goal-based behaviors, as proximity to the .

center of a road (or lane) could be used by road following SAFETY Teleoperation

modules. Vehicle Dynamics

We will also be investigating _command fusion using Obstacle Avoidance
local map for turn and speed arbitration, as was done for the
field of regard arbiter. This will allow the arbiter to ensure
consistency in the voting process by transforming votes as ) .
the vehicle moves. This will also allow behaviors to vote on Figure 10: Evolutionary system development in DAMN
where to travel rather than how to steer; however,

complications due to the non-holonomic constraints of the The safety behawqrs are used as a first level of
vehicle will need to be addressed competence upon which other levels can be added. The

Another issue that needs to be addressed is the coupliﬁ ?Ond level of comlpetence, Action, has bee_n mplemented
road following, cross-country navigation, and

between turn and speed commands. Currently, the turn atig"9 tion behaviors: thev h b togeth ith
speed arbiters operate independently. Turn behaviors can Jgegoperation behaviors; they have all been run together wi

vehicle speed as one of their inputs and vice versa; howev éeng?z:ttiide a:f'gggﬁﬁ baecht?c;lgorvt/%irl)govr!r?;r:/tzzgi)zs fosr;l;;t of
there is currently no mechanism which allows behaviors t 9 purp . g Y
vote for a combination of turn and speed. Research iThorpe et al, 1991). The third level of competence is
; - L ._romprised of the various map-based goal-seeking behaviors.
ongoing to determine a command representation whic rosF;—country behaviors haF\)/e beengcombinedgwith goal-
allows both coupled and independent voting, and is still”. . . .2
efficient enough E)r real-time pur;poses g oriented behaviors to produce directed off-road navigation
' (Keirsey, Payton and Rosenblatt, 1988; Stentz, 1993).

The scenario described in the Experimental Results
Conclusion section shows that a reactive architecture is capable of

. . . . .navigating cross-country terrain while pursuing mission
DAMN is designed so that various behawo_rs can be eaSIIijectives such as goal locations. The reactive nature of the
added or removed from the system, depending on the curre stem is possible because the perception module simply
task at hand. Although the modules described in the DAM roduces lists of binary obstacles as needed by the
Behaviors s_ect|0n_ all use very d|f_ferent pa_rad|gms andnavigation system. If the output of the perception system
representations, it has been relatively straightforward t%ere instead a detailed geometric model of the terrain, then

|

gflaﬁtesea(:h afnd_eve_ry onte of them |nt(_) thetfhramework anning would require significantly more computation, thus
. Sensor fusion is not necessary since the comman recluding the use of a reactive approach.

fusion process in DAMN preserves the information that i The current design of DAMN, with the arbiter taking

critical to decision-making, yielding the capability to inputs from a set of specialized behaviors, is flexible enough

concurrently satisfy multiple objectives without the need for,[0 allow for a variety of other behaviors to be combined or

centralized b(_)ttlenegks. A” of the behaviors des<_:r|bed _havgubstituted. In addition to its use on the CMU Navlab
been used in conjunction with each other in variou

Srehicles, DAMN has also been used at Martin Marietta (now

configurations, yielding systems th_at were more Capablﬁockheed Martin), Hughes Research Labs, and Georgia
than they would have been otherwise. Conceptually, threﬁ\stitute of Technology. Like other behavior-based

Auxiliary




architectures, it avoids sensory and decision-makingot be reconciled, then one of the two must be chosen. Meta-
bottlenecks and is therefore able to respond in real-time tevel control may be exerted so that behaviors with mutually
external events; however, it imposes no constraints on thexclusive goals do not operate simultaneously; however,
nature of the information or the processing withen plans are not used in a top-down fashion but rathea as
behavior, only on the interface between the behavior and tteurce of advice, so that the flexibility of the reactive level is
command arbiter. Furthermore, the behaviors are not subjegteserved.
to any timing constraints; each behavior operates The hypothesis proposed here is that centralized
asynchronously and in parallel. arbitration of votes from distributed, independent decision-

Non-reactive behaviors may use plans to achieve goalmaking processes provides coherent, rational, goal-directed
and coordinate with other agents; thus, like centralized doehavior while preserving real-time responsiveness to its
hierarchical architectures, DAMN is able to assimilate andmmediate physical environment.
use high-level information. Finally, unlike architectures with . .

2. Interfaces- How can human expertise be easily

prioritized modules, DAMN'’s vote arbitration scheme ' . , - X
. . ; brought into an agent’s decisions? Will the agent need to
allows multiple goals and constraints to be fulfilled

simultaneously, thus providing goal-oriented satisficingtranSIate natural language internally before it can interact

. . e . : with the world?
behavior without sacrificing real-time reactiveness.
Natural language is not needed for human-computer
interaction, and in many domains would actually be more
Acknowledgments difficult for an operator to use than other modes of
The UGV project is supported by ARPA under contractdnteraction. For example geometric information or mission
DACA76-89-C-0014 and DAAE07-90-C-R059, and by thegoals can be more easily specified via a Graphical User
National Science Foundation under NSF Contract BcCSlInterface (GUI), and direct control of the robot can be better
9120655. Julio Rosenblatt is supported by a Hughesffected through the use of a joystick, for example.
Research Fellowship. The author would like to acknowledge In DAMN, the user may specify which behaviors are to be
the cooperation in vehicle experimentation of Martial Heberfictive and what their relative weights should be, either
and Dirk Langer, the support and guidance of Dave Paytopriori or during run-time via a GUI, thus providing meta-
and Chuck Thorpe, as well as the shared efforts ani§vel control. Behaviors that support teleoperation have also
technical support of the Navlab group at Carnegie MellofPe€en implemented, so that the user may specify the robot
University. path via waypoints in a video image, by using a joystick, or
by typing simple keystroke commands. As with all other

. ] . . behaviors, the user’s input is expressed as votes which are
Appendix 1: Responses to issues raised then combined with the votes of other behaviors and

1. Coordination-- How should the agent arbitrate/ arbitrated.
coordinate/cooperate its behaviors and actions? Is tleere 3. Representation- How much internal representation of

need for central behavior coordination? knowledge and skills is needed? How should the agent
Qrganize and represent its internal knowledge and skills? Is

Centralized architectures provide the ability to coordinate, i ) ’
more than one representational formalism needed?

a coherent fashion, multiple goals and constraints wihin

Complex environment, while decentralized architecturesrhe DAMN System 0n|y requires votes from each behavior,
offer the advantages of reactivity, flexibility, and robustnessso that each module is free to use whatever representation
The DAMN architecture takes the position that someand paradigm best serves for its particular task. However, the
centralization is needed, but the right level must be Cnoseje|ection of which behaviors should be active at any given
so that it does not create a bottleneck, and the interfaces Migghe is Currer]t|y done in a fa|r|y rudimentary way; an
be defined so as to avoid being overly restrictive. explicit representation of each behavior’s skills would allow

Rather than imposing an hierarchical structure or uging for more dynamic and flexible responses to unforeseen
prioritized behavior-based systems to effect a traded contrgjtuations, and may also facilitate learning.

system, the Distributed Architecture for Mobile Navigation

takes a shared control approach where several modulés Structural--How should the computational capabilities
concurrently have some responsibility for control of theOf an agent be divided, structured, and interconnected? How

robot. In order to achieve this. a common interface ié‘nuch does each level/component of an agent architecture
established so that modules can communicate theftf2ve to know about the other levels/components?

intentions without regard for the level of planning involved. The capabilities of an agent should be divided up as finely as

Votes from all behaviors are used in determining what thﬁ; practica| among task-achieving behaviors which Operate
next action should be, so that compromises are made wh@Bynchronously. They should be completely modular and
possible; however, if two behaviors suggest actions that cdAdependent, so that new capabilities may be added in an



evolutionary fashion without a need to disrupt or modifyfor other behaviors such as goal-seeking.

existing functionality. Another possibility for a normalized utility measure is
Ideally, higher level components that exert meta-levehnalogous to the one used by the D* behavior described in

control should only need to know which skills are providedthe Goal-Directed Behaviogection. After computingy,(c)

by the lower levels, without any knowledge of how thosefor each possible consequenag we determine the

skills are implemented whatsoever. maximum and minimum valuggy,,xand gy, and use the

5. Performance- What types of performance goals andfOHOWIng measure.

metric; can reali.stically be useq for age.nts op_erating in Ub(c) = (gb(c)_gmin) c(gmax_ gmin)
dynamic, uncertain, and even actively hostile environments?

— I . . While this measure has the desirable property of being
Objective quantitative evaluation of mobile robot systemsoounded by the interval [0.1], it has the potentially
has h'Stor.'C?”y proven to be very difficult, and the tasl-< 'Sundesirable property that the range of utility values will
doubly difficult when attempting to compare entire

: always completely span that interval. Thus, for example, if
architectures because there are so many degrees of freedopw : . .
all potential actions have exactly the same utility except for

in the design and implementation of a mobile robot system. ) : :

. L ne that has a slightly higher value, then the normalized

The most straightforward means of evaluation is to attempt . . ! .

: . . . utility values will be 1 for that one action and O for all the

to define measures of the quality of the path which a vehicle
rest.

has traversed under autonomous control. The measures

suggest within the body of the paper are the path’s utility

) Path SmoothnesAnother general measure of the quality of
smoothness, and accuracy:

the path is the smoothness with which it is controlled.
Utility Measures One means of evaluating architectures ISInte_graFmg the squared _derlvatlve of curvature along the
. - . vehicle’s actual path provides a measure of smoothness that
to use measures of “goodness” like those used to define the . . .
- . . . can be applied to the architecture (Kamada, Naoi and Goto,
utility of each action for the various behaviors. Although . o .
) - 1990), and the derivative of accelerationjeyk, provides a
evaluating the performance based on the utility measures : C
: . . measure of smoothness in the vehicle’s speed as well as
defined in the Future Worlsection would appear to be : . :
. . steering. Integrating the squared vehicle curvature along the
circular, they are the best measures available. Furthermore,; : | 3
: S : ! ._Véhicle’s path may also be useful as a measure of
their evaluation is not vacuous given that uncertainty exists . . . L .
. e . Smoothness, which reflects consistency in decision-making
in all aspects of a system: in the declarative knowledge o -
Snd the ability to anticipate events.

sensed information, procedural knowledge, and in the effec

of its actions and the actions of other agents; thus thSath Accuracy The accuracy of the path, i.e. the extent to

expected utility will in general not agree with the actual .
utility that can be measured for those actions that are takenWhICh the commanded path matches the actual path taken by

the vehicle, can also provide an important means of
Let the goodness value for behaviorat a states be . . : .
. : evaluating an architecture and its planning subsystems. Path
computed by the functiog,(s). Then one possible measure

for the utility, with respect to behavibr of consequenceis accuracy can be measured by integrating the squared error

! . . etween estimated and actual vehicle poses. If the system
the change in this measure of goodness with respect to the . . ; . .
) commands trajectories which are not physically realizable,
current stateyy:

the actual path taken may deviate significantly. Likewise, if
Ub(c) = ng = gb(c) _gb(so) large latencies exist in the system and are not ad_equately
compensated for, the commanded path will only begin to be
However, the value of this measure can be arbitrarilyexecuted well after the system intended it.

large, S0 it musF be normalized an(_j assigned a consiste .t Psychology- Why should we build agents that mimic
semantic meaning for all behaviors. One means o . ; I,
o o anthropomorphic functionalities? How far can/should we
normalization would be to divide by the larger of the two T )
. draw metaphoric similarities to human/animal psychology?
goodness measures:

How much should memory organization depend on human/
Uy(c) = Dgy, cMax(gy(c), 9,(Sg)) animal psychology?

If the goal of the system is to produce an efficient means of

This would bound the absolute value W@f(c) to be no . Iy . .
controlling artificially constructed agents, as is the case with
greater than 1. It would also have the effect that, for the sa .2 -
AMN, then existing systems, i.e. humans and other

Dg,, the utility of an action would be greater when the_ . L
. o animals, should serve merely as an inspiration, never as
goodness measure is small than when it is large. This

appears to be desirable for behaviors such as Obstacggnstralnt. Furthermore, good software engineering practices

. . .. dictates that robotic systems must evolve in a more orderly
avoidance whose importance should grow as the situation _, . o :
i o . . ashion than their biological counterparts.
worsens; however, the suitability of this measure is less clear



7. Simulation-- What, if any, role can advanced There currently is no learning within the DAMN
simulation technology play in developing and verifyingarchitecture. The most important set of parameters in
modules and/or systems? Can we have standard virtu®AMN is the behavior weights. While setting these weights
components/test environments that everybody trusts and céor a small number of behaviors has been simple, doing so
play a role in comparing systems to each other? How far cafor larger systems with more complex interactions could be
development of modules profitably proceed before theproblematic. Reinforcement learning would seem toabe
should be grounded in a working system? natural means of acquiring information regarding the utility
. . . of various actions in different circumstances, and the
Simulation technology can be a very important tool for o .
relevance and usefulness of each behavior in particular

developing systems which are eventually realizedain . ~ . .
e . situations might also be learned through techniques such as
physical implementation, but the former must not replace the

latter. In my experiences in developing navigation s stemsqene“C algorithms. The mode manager changes behavior
) y exp ping 9 y Weights according to a precomputed schedule, but adaptive

simulation has often played a key role in their success, . :
. . . . chniques such as those in (Maes, 1991) are necessary for
Simulation provides a means to develop and extensively te : . . . S
ealing with a wider variety of situations and for fully

the system with minimal resources and without risking
) . . altltonomous control.

physical damage to a robot or its surroundings. Subsequen

testing on a real robot then provides not only a means of

validating the system, but also a means of discovering the References
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